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Abstract. It is imperative to modernize traditional core cryptographic primitives, such as Oblivious
Transfer (OT), to address the demands of the new digital era, where privacy-preserving computations
are executed on low-power devices. This modernization is not merely an enhancement but a necessity
to ensure security, efficiency, and continued relevance in an ever-evolving technological landscape.
This work introduces two scalable OT schemes: (1) Helix OT, a 1-out-of-n OT, and (2) Priority OT,
a t-out-of-n OT. Both schemes provide unconditional security, ensuring resilience against gquantum
adversaries. Helix OT achieves a receiver-side download complexity of O(1). In big data scenarios,
where certain data may be more urgent or valuable, we propose Priority OT. With a receiver-side
download complexity of O(t), this scheme allows data to be received based on specified priorities.
By prioritizing data transmission, Priority OT ensures that the most important data is received first,
optimizing bandwidth, storage, and processing resources. Performance evaluations indicate that Helix
OT completes the transfer of 1 out of n = 16,777,216 messages in 9 seconds, and Priority OT handles
t = 1,048,576 out of n selections in 30 seconds. Both outperform existing t-out-of-n OTs (when ¢t > 1),
underscoring their suitability for large-scale applications. To the best of our knowledge, Helix OT and
Priority OT introduce unique advancements that distinguish them from previous schemes.

1 Introduction

In the contemporary digital era, resource-constrained devices, including mobile phones, Internet of Things
(IoT) sensors, autonomous vehicles, and edge computing nodes, are integral to modern computing and
communication systems. Legal frameworks like the General Data Protection Regulation (GDPR) impose
strict limitations on direct data sharing and extraction from these devices, especially when comprehensive
data analysis is required. To address these constraints, privacy-preserving techniques such as Secure Multi-
Party Computation (MPC) and Federated Learning (FL) have been suggested to be used. These techniques
fundamentally rely on cryptographic primitives like Oblivious Transfer (OT) conceptualized decades ago,
before the widespread adoption of low-power devices. Hence, adapting these core subroutines to align with
the current technological landscape is vital, ensuring support for low-power devices. As the cryptographic
field braces for new challenges—in particular, the anticipated security threats posed by emerging quantum
computing technologies [54,71,18]—it is also critical to prioritize the development of foundational security
primitives like OT with unconditional security. Such steps will help ensure that tomorrow’s systems remain
resilient against contemporary adversaries and the powerful quantum-based attacks on the horizon.

Oblivious Transfer (OT) [67,32,76] is a vital cryptographic primitive that enables a receiver to choose
and learn ¢ of n messages held by a sender (where ¢ > 1 and n > t). In this scenario, the sender must not be
able to learn which specific messages were chosen and the receiver must not gain any information about the
remaining n — t messages. OT has applications in various domains, such as generic MPC [81,5,40], Private
Set Intersection [29], Federated Learning [80,68,78], and Zero-Knowledge proof systems [38].
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1.1 Ouwur Contributions

In this paper, we introduce two scalable variants of OT: (1) Helix® OT, a 1-out-of-n OT, and (2) Priority OT,
a t-out-of-n OT. Both schemes provide unconditional security, making them post-quantum secure. They do
not depend on unconventional assumptions, such as noisy channels, trusted initialization, or the receiver’s
ability to store the sender’s entire encrypted database. These two protocols are easy to understand and
implement. Their implementations require a single library (GMP [35]) for big integer arithmetic.

Devices with limited storage capacity or even service providers, such as Netflix [60], often restrict large
downloads to prevent exhausting available space. Our protocols are well-suited for such environments, as
they impose minimal download and storage demands on the receiver. The receiver’s download communication
complexity in Helix OT is O(1) while in Priority OT it is O(¢). In Priority OT, the receiver can sequentially
obtain ¢ out of n messages based on an initial preference, while maintaining the privacy of the chosen
preferences. As we will discuss in Section 7.4, existing OT schemes do not efficiently support ordering
without imposing a download cost of at least O(n) on the receiver.

We have formally defined the security and system requirements of the schemes and proved their security
using the simulation-based model. Helix OT uses XOR-based secret sharing, one-time pads, a third party
(such as an SGX enclave within the sender’s machine) that may be corrupted by a semi-honest adversary,
and a novel tool called a tree-based controlled swap, which could be of independent interest. Priority OT
mainly utilizes random permutation, one-time pads, the third party, and a tool called a permutation map.

We have implemented Helix OT and Priority OT, evaluated their performance, and compared them
against state-of-the-art OTs. Our analysis shows that both Helix OT and Priority OT are highly scalable.
For example, when n = 16,777,216 and ¢ = 1, Helix OT completes in about 9 seconds (see Table 1).
In comparison, for the same value of n but with ¢t = 1,048,576, Priority OT takes around 31 seconds to
complete (see Table 3). We also studied these two schemes’ runtime when they are invoked up to 100,000,000
times, in the l-out-of-2 setting. In this scenario, Helix OT and Priority OT complete in about 4.7 and 7
minutes respectively (see Table 2). They can be at least 411 times faster than existing efficient base OTs
in the l-out-of-2 setting (see Table 4), and 10 times faster than existing efficient t-out-of-n OTs, in the
12-out-of-16 setting (see Table 7). To the best of our knowledge, this is the first time the performance of
OTs has been studied for large values of n and t¢.

Fortunately, the need for MPCs suitable for low-power users [6,56,21] or large-scale deployment [34,9,20]
has been recognized. Our schemes could complement these MPCs by providing a scalable, efficient, and
unconditionally secure building block to further enhance their efficiency and security. Furthermore, generic
OTs have been directly used in schemes involving resource-constrained receivers [51,52,72,79]. Our solutions
can replace these OTs in the real-world deployment of such schemes.

1.2 Structure of the Paper

The paper is structured as follows. Section 2 outlines key preliminaries, including notations and crypto-
graphic foundations such as secret sharing and trusted execution environments. Section 3 reviews existing
OT schemes, emphasizing scalable, post-quantum, and t-out-of-n protocols. Section 4 defines the proposed
OT functionality and security models, introducing novel concepts such as download efficiency and order-
respecting OT. Section 5 details the Tree-Based Controlled Swap, the design of Helix OT, and its security
proof. Section 6 introduces Priority OT along with its security proof. Section 7 presents a performance
evaluation of the proposed schemes, comparing them with state-of-the-art OT protocols. Finally, Section 8
concludes by summarizing key contributions and suggesting directions for future work.

3 The protocol is named “Helix” as its structure mirrors the layered complexity of a helix (shape), utilizing a binary

tree where permutations may be applied to each level.



2 Preliminaries

2.1 Notations and Assumptions

We denote an empty string with €, a sender by S, a receiver by R, and a third party by H. We consider the
setting where semi-honest (passive) adversaries corrupt these parties. We assume parties interact with each
other through a secure channel. U denotes a universe of messages my, ..., m,. We define o as the maximum
bit size of messages in U, i.e., 0 = Maz(|m,],...,|m,|). We define an algorithm Find(7, j) — y that takes as
input a vector ¥ and a value j. If j is in ¥, it returns the index y of j in ¥; otherwise, it returns e. By X = Y
we mean X and ) are unconditionally indistinguishable.

We define Decompose(e;, e,) — b € {0,1}°2 as a mapping that takes integers e, and e, and decomposes
e, into its e,-bit binary representation. For a bit string b, by b[i] we mean the i-th binary value of b, where
i > 0. In this work, we require R to delineate its priorities using a vector called “priority” vector p. A priority
vector is defined below.

Definition 1 (Priority vector). Let m be a vector of n messages and P’ be a vector of t indices, where
t < n. Vector p is called priority vector if the elements of ' are arranged such that pl0] corresponds to the
index of a message in m deemed most critical, p|l] refers to the index of a message in m with the next highest
level of tmportance, and this pattern continues in descending order of priority.

2.2 Random Permutation

A random permutation [46], 7 : A — A, is a bijective function chosen uniformly at random from the set of
all possible permutations of the set A. This means that each permutation of the elements of A is equally
likely. In practice, the Fisher-Yates shuffle algorithm [47] can permute a set of m elements in time O(m).

2.3 Controlled Swap

A controlled swap [33] can be defined as function CS(s, pair) — pair’ which takes two inputs: a binary value
s and a pair pair := (¢, ¢;). When s = 0, it returns the input pair pair’ := (¢, ¢;), i.e., it does not swap
the elements. When s = 1, it returns pair’ := (¢4, ¢,), i.e., it swaps the elements. If s is uniformly chosen
randomly, then CS represents a random permutation; therefore, the probability of swapping or not swapping
is 1 in this case.

2.4 Binary Tree

A binary tree is a data structure in which each node has at most two children, referred to as the left child
and the right child [48]. The topmost node in the tree is called the root. It is the starting point for traversing
the tree. Nodes that are at the lowest level of the tree and do not have any children are called leaf nodes or
leaves. The height of a binary tree is the length of the longest path from the root to a leaf.

In this paper, we consider a perfect binary tree, all internal nodes have two children and all leaves are at
the same level. For a binary tree with n leaf nodes, the height of a binary tree is e = log,(n). Let pair; , be
f-th pair at h-th level. Each pair pair, , contains two nodes pair; , := (nodey; ,,nodess s ), where 1 < h <e
and 0 < f < % — 1. For the sake of simplicity, we assume n is a power of 2 and construct a binary tree on
top of a set of messages my, ..., m,_,. At the lowest level of the tree, each pair pairs. contains two nodes
pair;, = (nodey; ,,,nodey, ., 1), such that node,; ., = m,, and nodey; 1., = Mayyi.

2.5 Secret Sharing

A (threshold) secret sharing SS*™ scheme is a cryptographic protocol that enables a dealer to distribute a
string s, known as the secret, among n parties in a way that the secret s can be recovered when at least
a predefined number of shares, say t, are combined [36]. If the number of shares is less than ¢, the secret



remains unrecoverable, and the shares divulge no information about s. This type of scheme is referred to as
(n,t)-secret sharing or 88*™ for brevity.

In the case where t = n, there exists a highly efficient XOR-based secret sharing [11]. In this case, to
share the secret s, the dealer first picks n — 1 random bit strings r,,...,r,_, of the same length as the
secret. Then, it computes r,, =7, ® ... D r, @ s. It considers each r; € {r,,...,r,} as a share of the secret.
To reconstruct the secret, one can easily compute 7, & ... ® 7,. Any subset of less than n shares reveals
no information about the secret. We will use this scheme in this paper. A secret sharing scheme involves
two main algorithms; namely, SS(1*,s,n,t) — (ry,...,7,): to share a secret and RE(r4,...,7r,n,t) = s to
reconstruct the secret.

2.6 Trusted Execution Environments

A trusted execution environment (7") is a secure processing environment that includes dedicated processing,
memory, and storage hardware units [63,83]. Within this environment, code and data remain isolated from
other layers of the software stack. An ideal T" ensures the integrity and confidentiality of data. Assuming
the physical CPU is not compromised, T' is protected from attackers with physical access to the machine.
However, side-channel attacks targeting various 7’s implementations have been documented in the literature
[73], posing a risk of secret extraction from T'.

In Sections 5 and 6, we utilize T" to construct efficient post-quantum OTs under conservative security,
trust, and system assumptions. Our solutions ensure that plaintext messages and private keys remain inacces-
sible to T'. Hence, even a weak T' vulnerable to semi-honest adversaries suffices, provided the same adversary
does not simultaneously compromise 7" and another protocol participant. Similar assumptions have been
adopted in previous works [30,70,55]. In our work, 7" is not expected to be computationally intensive, as
it is responsible only for simple tasks such as permutation and search. We assume T is unconditionally or
post-quantum secure, by using mechanisms like unconditionally secure signatures [4,39] or post-quantum
signatures for remote attestation [7,66].

2.7 Security Model

In this paper, we use the simulation-based model of secure multi-party computation [36] to define and prove
the proposed protocols. Below, we restate the formal security definition within this model.

Two-party Computation. A two-party protocol I' problem is captured by specifying a random process
that maps pairs of inputs to pairs of outputs, one for each party. Such process is referred to as a functionality
f:4{0,1}r x {0,1}r — {0,1}* x {0,1}*, where f := (fi, f»). For every input pair (x,y), the output pair is
a random variable (f,(x,y), fo(x,y)), such that the party with input = wishes to obtain f,(z,y) while the
party with input y wishes to receive f,(z,y). In the setting where f is asymmetric and only one party (say
the first one) receives the result, f is defined as f := (f,(z,y),€).

Security in the Presence of Passive Adversaries. In the passive adversarial model, the party corrupted
by such an adversary correctly follows the protocol specification. However, the adversary obtains the internal
state of the corrupted party, including the transcript of all the messages received, and tries to use this to learn
information that should remain private. Loosely speaking, a protocol is secure if whatever can be computed
by a party in the protocol can be computed using its input and output only. In the simulation-based model,
it is required that a party’s view in a protocol can be simulated given only its input and output.

This implies that the parties learn nothing from the protocol’s execution. More formally, party i’s view
(during the execution of I') on input pair (z,y) is denoted by View; (z,y) and equals (w,r;,mi, ..., mi),
where w € {x,y} is the input of i-th party, r; is the outcome of this party’s internal random coin tosses, and
m! is the j-th message this party receives. The output of the i-th party during the execution of I" on (z,y)
is denoted by Output! (x,y) and can be generated from its own view of the execution.



Definition 2. Let f be the deterministic functionality defined above. Protocol I securely computes f in the
presence of passive adversaries if there exist algorithms (Simi,Sim}) such that:

{Sim (2, f,(x,y))}. , ={View| (z,9)}..,

{Sim, (y, fa(2,y))}..,.={View, (z,9)}. ,

The above definition excludes “probabilistic polynomial time” adversary and includes “=" (instead of
e denoting computational indistinguishability) because it formulates unconditional security.

3 Related Work

The traditional 1-out-of-2 OT (OT7?_,) is a protocol that involves two parties, a sender S and a receiver R
[67,32]. S has a pair of input messages (m,, m,) and R has an index s. The aim of OT7_, is to allow R to
obtain m,, without revealing anything about s to S, and without allowing R to learn anything about m, _,.
The traditional OT7_, functionality is defined as Forz__ 1 ((m0,m4),5) = (¢, m.).

There exist numerous variants of OT. For instance, (i) 1-out-of-2 OT [10,3]: which enables the receiver
to select 1 entry out of 2 entries held by S, (ii) t-out-of-n OT: which allows R to pick ¢ entries out of n
entries held by S, where 1 < ¢t < n; examples include the OTs proposed in [57,74,53], designed for the cases
where t = 1 and the OTs introduced in [22,45,19], suitable for the scenarios where ¢ > 1, (iii) OT extension
[42,41,61,5]: that supports efficient executions of OT, in the case OT needs to be invoked many times, (iv)
distributed OT [58,84,24]: that allows the database to be distributed among m servers/senders, and (v)
correlated (or random) OT [25,62,16,15]: that considers specific scenarios where the inputs of the senders
are correlated random values, rather than a set of messages in the generic OT. The correlated OT's are often
more efficient than generic OTs due to the certain structures that the input messages have.

3.1 Efficient t-out-of-n OT

To generalize the notion of 1-out-of-2 OT, t-out-of-n OTs were proposed. They are suitable for scenarios
where n > 2 and t > 1. Naor and Pinkas proposed two variants of OT in [57] one suitable when ¢ = 1 and
another one when ¢ > 1. They rely on a pseudorandom function and any standard 1-out-of-2 OT. The former
variant (when ¢ = 1) involves log(n) invocations of a 1-out-of-2 OT, and the receiver obtains n ciphertexts
from the sender. The latter, which supports the case when ¢ > 1, requires 2 - ¢ - log(n) invocations of a 1-out-
of-2 OT and operates under the constraint that ¢ < n. In this variant, the receiver obtains t - n ciphertexts
from the sender.

Tzeng [74] proposed a l-out-of-n OT, based on the Decisional Diffie-Hellman (DDH) assumption and
involves public key operations. In this scheme, the receiver obtains n ciphertexts from the sender. Another
t-out-of-n OT was proposed in [44], which relies on the Discrete logarithm problem (DLP), involves modular
exponentiation linear with n, and requires the receiver to obtain messages linear with n + t. Wei et al.
[75] proposed server-aided t-out-of-n OT, using the DDH assumption and involving modular exponentiation
linear with ¢ and n. In this scheme, the receiver obtains a response whose size is linear with n. The efficient
OT extensions [42,41,61,5] have initially been designed for 1-out-of-2 OT setting; however, they can be
invoked multiple times to meet the requirements of t-out-of-n OTs. Nevertheless, this approach will require
the sender to obtain ¢ - n messages and it will include a constant number of public operations to invoke a
base OT to set up the initial system parameters.

To date, the fastest 1-out-of-n semi-honest and malicious secure OTs are the OT extensions proposed in
[49] and [64] respectively, with a caveat. They have been designed to work efficiently when the input secret
messages are very short, log(n). For instance, the size of each input message is 4 when n = 16. Both schemes
use a base OT (that often relies on a computationally hard problem) and a random oracle, while the latter
also uses a pseudorandom generator. In both schemes, the receiver obtains a response of size O(m- (A+n-1)),
where m is the number of OT invocations, A is a security parameter, and [ is an input message’s bit size.



These schemes do not directly offer t-out-of-n OT. To achieve t-out-of-n OTs, one can simply set m = ¢ and
invoke either of them ¢ times.

We will propose the first t-out-of-n OT that is unconditionally secure and efficiently works for arbitrary
length inputs.

3.2 Post-Quantum OT

There have been efforts to design unconditionally secure OTs. Some schemes use multiple senders that
maintain an identical copy of the database [58,14]. Other ones use a specific network structure, i.e., a noisy
channel, to achieve unconditionally secure OT [26,27,43]. There is a scheme that achieves unconditionally
secure OT using a fully trusted initializer [69]. The t-out-of-n OTs proposed in [77,23] achieve one-sided
unconditional security when only one of the parties is corrupt by an unbounded adversary. These schemes
still rely on computationally hard problems, such as the DLP or DDH.

There exist OTs developed to maintain security in the presence of adversaries equipped with quantum
computers [13,12,65,50,31,8]. However, they are not unconditionally secure. They rely on various assump-
tions and problems (such as short integer solutions, learning with errors, or computing isogenies between
supersingular elliptic curves) as well as primitives (such as AES, multivariate quadratic cryptography, or
McEliece cryptosystem) deemed valid and secure in the era of quantum computing, based on current knowl-
edge and assessment. Their security could be compromised if any of the underlying assumptions or problems
are proven to be solvable efficiently by future advancements in quantum algorithms. Hence, there exists no
(efficient) unconditionally secure OT that does not use noisy channels, multi-server, and trusted initializer.

3.3 OT with Constant Response Size

Researchers have proposed several OTs that enable a receiver to obtain a constant-size response to its query
[17,37,82,23]. To achieve this level of communication efficiency, these protocols require the receiver to locally
store the encryption of the entire database, in the initialization phase. During the transfer phase, the sender
assists the receiver with locally decrypting the message that the receiver is interested in. The main limitation
of these protocols is that a thin client with limited available storage space cannot locally store the encryption
of the entire database.

4 Definition

Our OT schemes fall under the 3-party OT category, initially defined in [28]. However, the original definition
primarily addresses 1-out-of-2 OTs, lacks a download efficiency property?®, and does not offer the concept of
order. In this section, we present a generalized definition for 3-party OT, to capture t-out-of-n OT scenarios.
This definition will also include the download efficiency property, and the concept of order, which we refer
to as order-respecting.

A 3-party t-out-of-n OT (OT?_,) involves a sender S, a receiver R, and a third party H. We assume
each party can be corrupted by a passive adversary. We define the functionality that OT°__ will compute
as Fors_ (Mo, ...,m,_1),6,5) = (€, (n,t),{m;};c5), which takes n messages from S, no input from H,
and a vector p of ¢ integers from R. It returns nothing to S, the total number of messages n and the total

number of retrieved messages t to H, and ¢ messages to R.

Definition 3 (Security). Let Fors_, be the OT functionality defined above. We assert that protocol I’
securely realizes Fors_ in the presence of passive adversaries, if for every adversary A in the real model,
there is a simulator Sim in the ideal model, where:

{Simg((mo,...,mn,l),e)} =
roe (1)
{Viewg((mo, ey M_q)s e,ﬁ)}
mq

4 The download efficiency property was only informally discussed in [28]
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Definition 4 (Download Efficiency). An OT: | scheme is considered download efficient if the total
number of messages k that receiver R obtains and the bit-size of each message that R receives are constant
O(1) concerning the total number of messages n and are linear O(t) with respect to t. Thus, the total
complezity of R’s received messages is O(t). More formally, Ik € N, such that the total complexity of the

messages obtained by R is:

O(t- k- Maz(|my|,...,|m,_.|)) = O(t)

Informally, the order-respecting property ensures that the messages received by R are ordered according
to a predefined priority of the indices, specified in p.

Definition 5 (Order-Respecting). Let m = [m,,...,m,_,| be a vector of n messages, and p be the
corresponding priority vector of size t, as defined in Definition 1. An OT°_  is order-respecting if a receiver
R obtains t messages in the order: Mo, Mppys - - - Mpre—1)-

In the above definitions, in the case of 1-out-of-n OT (where ¢t = 1), we replace vector p with a single
value indx.

5 Helix OT: An Efficient 1-out-of-n OT

This section presents Helix OT, which uses a new combination of secret sharing, one-time pads, and Tree-
Based Controlled Swap (TBCS). We initially describe TBCS and then present this OT.

5.1 Tree-Based Controlled Swap

Tree-Based Controlled Swap (TBCS) is a new variant of traditional controlled swap [33] capable of handling
the swap of more than two messages, utilizing a binary tree. In TBCS(b, m) — @, we construct a binary tree
on top of messages m = my,...,m,_, that we want to swap. This tree, along with the messages, is then
permuted according to a predefined set of rules and an input bit-string b, where |[b| = log,(n). This string
b is a bit representation of one of the messages’ index indz, i.e., a target message’s index. Each bit in b
determines the permutation of pairs of nodes at each corresponding level of the tree. Specifically, the least
significant bit of b determines the permutation at the leaf node level, the next bit governs the level above
the leaf nodes, and this pattern continues up the tree.

At a high level, TBCS works as follows. Beginning with the leaf nodes of the binary tree, we apply the
controlled swap to each pair of nodes (i.e., messages) that share the same parent node. A swap occurs between
these two nodes if the corresponding bit in the bit-string b is 1. Next, we move up one level and apply the
controlled swap to each pair of internal nodes sharing the same parent. If the related bit in b is 1, we swap
these nodes along with their respective sub-trees. In this case, the order of the descendant nodes remains
unchanged, and the entire sub-trees are swapped. This process is repeated until we reach the tree’s root.
By the end of this procedure, the leaf nodes of the tree will have been permuted according to the specific
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An example of applying TBCS() to [my,...,m7], when n = 8 and indz = 7 (accordingly b = 111).

Fig.1: Applying TBCS to a vector of 8 messages, where the target index indx is 3 (top) and 7 (bottom). As
shown, the first element in the output of TBCS is the message at the target index.

TBCS (b, 171) — 1

e Inputs: (1) a vector of n messages m = [mo, ..., m,_1], and (2) a bit-string b of length e = log,(n).
e Output: a vector w of all messages in m, permuted.

1. construct a binary tree on messages mo, ..., M,_1.

2. in each level (starting from the lowest one), apply controlled swap to each pair of nodes pairy, :=
(nodess n,nodessi1,,) that share the same parents, using the bit-string b. Specifically, update the binary
tree as follows. Yhye > h>1, Vf,0< f<2Z —1:

— if b[h — 1] = 1 and pair;,, is an internal node: swap each node, along with its descendants, with the
other node, i.e., swap sub-trees with root nodes nodes¢, and nodesfi1,,. In this setting, the order of
the descendants of these two nodes does not change.

— if b[h — 1] = 1 and pair;,, is a leaf node: swap each node, i.e., swap nodes; , and nodesysi1,n.

— if b[h — 1] = 0: do not swap the nodes.

Let @ be the leaf nodes of the resulting permuted tree.

3. return .

Fig.2: Tree-Based Controlled Swap (TBCS).

rules and the bits of the bit-string b. Figure 1 presents two examples of applying TBCS to a vector of eight
messages when indx = 3 and indx = 7. Figure 2 presents TBCS in detail.

TBCS offers an interesting feature. Let b be a binary representation of an index indz of a (target) message
in m. Then, after applying TBCS to m using b, the first element of the output of TBCS is always m,,,4,. Claim
5.1 formally states this feature.



Claim. Let m = [mq,...,m,_;] be a vector of messages and b be a binary representation of an index,
indz, of one of these messages, i.e., 0 < indx < n — 1 and Decompose(indz,log,(n)) — b. After swapping
My, ..., M,_, using TBCS and b, the first element of the resulting vector is m,,4,. Formally, @[0] = M40,
where TBCS(b, 1) — .

Proof. The binary index b determines how the target node, m;yqz, is moved. We initially consider the leaf
node level. The target node, after applying the swap rules at this level, always becomes the first child of
its parent node, denoted as node’, for the following reasons. At the leaf node level, if the target node is
originally the second child (or the right-hand side node) of its parent node node’, its corresponding bit (the
least significant bit in b) is always 1, i.e., b[log,(n) — 1] = 1. Because its decimal index is an odd value.
According to the swap rule, the target node is swapped with its sibling node, resulting in the target node
becoming the first child (or the left-hand side node) of node’. Otherwise, if the target node is the first child
of node’, it does not move at that level. Thus, after applying the swap rules at this level, the target node is
always at the first position in the sub-tree with the root node node’.

We move one level up the tree. If the parent node node’ of the target node, is the second child of its own
parent node node”, then the corresponding bit in b is always 1, i.e., b[log,(n) — 2] = 1. In this scenario, node’
and its sub-tree is always swapped with the sibling of node’ and its sub-tree. If the bit is 0, no swap takes
place at this level. Hence, after applying the swap rules, the target node occupies the first position in the
sub-tree with the root node node”.

If we continue applying the same principle, we reach the two sub-tree root nodes rt, and rt,, which are
the left and right children of the entire tree’s root node respectively. If the target node is in the sub-tree
with root node rt,, then the corresponding bit in b is always 1. Hence, rt, and its sub-tee is swapped with
rt, and its sub-tee. If the target node is in the sub-tree with root node rt,, no swap occurs at this level.
Before the swap, the target node was already the first leaf node in the corresponding sub-tree. However,
after applying the swap rules, the target node becomes the first node in the entire tree; specifically, it holds
that W[0] = M4, O

TBCS offers an interesting feature in a distributed setting. It allows two non-colluding parties to col-
laboratively permute messages such that the leaf node initially at a target position always appears as the
first leaf node in the final permuted tree if both parties follow the permutation rules. When combined with
XOR-based secret sharing, this method ensures oblivious filtering of messages, enabling only one message
to be sent to the recipient without disclosing this message’s original index to the parties performing the
permutation. This point becomes clearer when we explain Helix OT in detail.

5.2 An Overview of Helix OT

The primary challenges in developing Helix OT (and Priority OT) are (i) ensuring unconditional security,
(ii) guaranteeing that 7' learns nothing about the parties’ inputs and the result, and (iii) minimizing com-
munication and computational costs.

The main idea behind the design of this OT is to require S to encrypt the messages it possesses, permute
them using TBCS, and send the result to 7. Subsequently, T" permutes the messages using TBCS and sends
only the first leaf node, containing a message, in the permuted tree to R. Upon receiving the encrypted
message, R decrypts it to extract the desired plaintext message.

We proceed to provide more detail. Given the private index indx that R possesses, it represents indz
into its binary representation b and splits each bit of b into two shares, using XOR-based secret sharing.
This yields two bit-strings gs and ¢r. Moreover, R generates n random values ¢ = [v,,...,v,_;]. It sends
(gs, V) to S and gr to T. Sender S proceeds with encrypting the messages it holds, using the elements of ¥.
It permutes the encrypted messages using TBCS and the bits of gs.

It sends the permuted encrypted messages to T', which permutes them again using TBCS and the bits of
gr. Subsequently, T' sends only the message corresponding to the first node (in the leaf node level) of the
tree to R and discards the rest of the tree. R decrypts the message using indx and an element of 7, yielding
its desired plaintext message.



5.3 Detailed Description of Helix OT

Below, we present the protocol in more detail.

1. R-side Setup: Setup(1*,indx) — 7

(a) selects n random values (7, ...,7,_,) < {0,1}°. Let vector ¥ be defined as 7= [ro, ..., 7, _,].
(b) sends 7 to S.
(c) stores 7,4, € 7 and discards the rest of the elements in 7.

2. R-side Query Generation: GenQuery(1*,indx) — q = (¢s,qr)

(a) decompose indzx into its binary representation:
Decompose(indz,e) — b

where e = log,(n).
(b) splits every bit of the bit-string b into two shares as:

Vi,0<j<e—1: 88(1",0[4],2,2) = (8s,,57,)

(c) sets bit strings ¢ and gr as follows:

qs < Ssoll - |[8s.e-1
qr < ST,UH ce ||8T,e—1
(d) sends g5 to S and ¢, to T.
3. S-side Response Generation: GenRes(my, ..., m,_1,7,qs) — resy

(a) encrypts each message as follows.
Vg,0<g<n—1: m «<m,dr,
(b) constructs a vector Z of the encrypted messages:
7= [(mg,my), (my,my), ..., (m),_,,m),_,)]
(¢) permutes the elements of vector Z using TBCS and g¢s, as:

TBCS(¢s, Z2) — W

(d) sets resy < w and sends res; to T.
4. T-side Oblivious Filtering: OblFilter(ress, qr) — resy
(a) permutes the elements of & (in resr) using TBCS and ¢;:

TBCS(qy, W) — W'

(b) sets resy always to the first element, say e, of the first pair in @’ and discards the rest of the elements
in . It sends resy to R.
5. R-side Message Extraction: Retreive(resg, T, indx) — m,, .

(a) retrieves the related message m,,q, by decrypting resg:
mindz = TeSR @ rindm
(b) returns 1, q,-

Theorem 1. Let For3_  be the functionality defined in Section 4. Then, Heliz OT securely computes Fors
in the case where t = 1, in the presence of semi-honest adversaries, with regard to Definition 3.
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5.4 Helix OT’s Security Proof
In this section, we prove the security of Helix OT, i.e, Theorem 1.

Proof. We will prove the security of the protocol when each party is corrupt.

Corrupt Sender S. The view of S during the real execution of Helix includes: ViewZ " ((m07 e M1 )y €,
indx) = {rs,7, qs}, where rg is the outcome of the internal random coin of S, ¥ = [r,,...,7,_1] is a vector
of random value sent to S by R, gs = Ssol|.-.|[Ss.._1 is @ query that R sends to S, and each sg; is a share,
i.e., an output of SS. We construct an ideal-model simulator SimZ"*” which receives m,, ..., m,_, and the
security parameter o from S and outputs a view which has an identical distribution to the view of S in the
real model. Figure 3 shows how Sim{“* works.
SimE " (Mo, ..o, Mp_1,0) — Viewﬁjé“”
Helix

1. Initiates an empty view View and appends a uniformly random
coin 7% to the view.
2. Selects n random values (do, ..., d,_1) <& {0,1}". Let d contain these
random values.
3. Selects e = log,(n) random bits ss, ..., S5 ._1, where s ; & {0,1}.
Sets g5 to sl ... [|85.c_1-
Helix

5. Appends d and ¢ to Viewg,.'* and outputs Viewg . = {rj, d, qs}.

Simg

Sing

=

Fig. 3: Simulator Sim“** for sender S in Helix.

We will argue that the views of an adversary in the real and ideal models have identical distributions.
Random coins rg in the real model and 7% in the ideal model have identical distributions. Furthermore,
vectors 7 in the real model and d in the ideal model have identical distributions, as each element of 7 and d
is picked uniformly at random from a domain of size ¢ by R and SimZ " respectively.

The bit strings gs in the real model and ¢/ in the ideal model have identical distributions as well, for the

following reasons. Each bit ss; € gs is an output of the XOR-based secret-sharing scheme SS, while each
bit 5%, € ¢ is selected uniformly at random. Due to the security of SS, the output of SS has an identical
distribution to a bit selected uniformly at random. Thus, each s ; has an identical distribution to s’ ;. Hence,
it holds that Viewd " = View/ ™"
Corrupt 1. The view of 1" during the real execution of Helix includes: View["® ((mo, cey M1)€, indm) =
{rr,qr,resy}, where r; is the outcome of the internal random coin of T, qr = Sz,l|...||Sr.._1 IS a query
that R sends to 7', and each s, ; is an output of SS, and res, = 0 is the output of TBCS which is sent to 1" by
S as a response. Next, we construct an ideal-model simulator Simf '  given the real-model view of T'. The
simulator Sim?°"** receives the total number of messages n and the security parameter o. It outputs a view
that has an identical distribution to the view of T" in the real model. Figure 4 shows how Sim!“"** works.

Now, we explain why the views of an adversary in the real and ideal models have identical distributions.
In the real model, random coin r; and in the ideal model random coin 7} have identical distributions.
Furthermore, the bit strings ¢, in the real model and ¢.. in the ideal model have identical distributions, for
the same reason provided above for indistinguishably of ¢s and ¢.

In the real model, W € resy is a vector of encrypted elements, where each element is encrypted using a
fresh one-time pad. Because of the security of one-time pads, each element in @ has an identical distribution
to an element, of the same size, selected uniformly at random. In the ideal model, € € res), is a vector of
random elements. In the real model, the elements of & have been swapped using TBCS(qgs,.). As previously
discussed, due to the security of SS, each bit of g5 can be considered as a uniformly random value. Hence,
each controlled swap at any level of the tree occurs with a probability % At the lowest level, the elements

of each pair of leaf nodes are swapped with a probability of %

11



Helix

Helix (Tl 0—) N Vlew51mT

Simp

Helix
Simp

1. Initiates an empty view View and appends a uniformly random

coin 74 to the view.

2. Selects e = log,(n) bits s7, ..., st.._,, where each s ; & 0,1}
3. Sets ¢’ t0 sTol|. .. ||8T e -
4. Constructs a vector of n random values: b = [ao,...,Gn-1], Where
$ o
a; — {O, 1} .

-

5. Randomly permutes b as: (b) — €
6. Sets resy to €.
7. Appends qr and resy to Viewg. '™ and outputs View

{T57 (IT7 TeST}

Helix
Simp

Fig.4: Simulator Simf“* for T in Helix.

As we move up the tree, the sub-trees are swapped as whole units, but the probability of any specific
element being swapped at each level remains % Each level of the tree contributes to the overall permutation
independently. Given that there are log,(n) levels, the movement of any specific element through each level
is equally probable. For a specific element to end up in a certain position, it must pass through all the
controlled swaps to reach that position. Each level contributes a swap decision independently, leading to a
uniform distribution of the elements across the final positions. Therefore, for a vector w of length n, the
probability that an element moves to a certain position is l

In the ideal model, € € res’. has been randomly shufﬂed As a result, the probability that an element

falls in a certain position in € is E' Hence, resy and res). have 1dent1(:al distributions. We conclude that
Viewy <" = Viewg .
Corrupt Receiver R. The view of R during the real execution of Helix includes: ViewZ ((m07 e M1 )5 €,
mdx) = {rg, indx,resp, Minq4, }, where rp, is the outcome of the internal random coin of R, indz is the secret
index of R, resy is a single encrypted message that S sends to R, and m,,,, is the output of the protocol
which is the desirable message that R is interested in.

Helix

7 (nyindx, Minag, 0) — Viewg )

Simp

Helix
Simp

1. Initiates an empty view View and appends a uniformly random
coin 7 to the view.

2. Selects a random value 7,4z & {0, 1}" using r'’.

3. Encrypts Minas USING Tinae as follows: resk = Minde ® Tinds-
4. Appends indz, resy, and mina. to Viewgs'® and returns Viewg,, * =

! . !
{rk,indz, resy, Minds -

Helix

Fig. 5: Simulator SimZ*"** for receiver R in Helix.

We will construct an ideal-model simulator Sim7Z“** using the real-model view of R. This simulator

receives n, the input of R, which is private index indx, the output m,, .., and the security parameter o. It
outputs a view that has an identical distribution to the view of R in the real model. Figure 5 demonstrates
how Sim%““* operates. Now, we explain why the two views are identical. As before, in the real model,
random coin 5 and in the ideal model random coin 7/, have identical distributions. Moreover, values indz
and m,,,, are identical in both models. Also, resy in the real model and res,, in the ideal model have
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identical distributions because both have been encrypted using a fresh one-time pad, selected uniformly at

random and both ciphertexts are decrypted to m,,... Thus, it holds that ViewI" = Viewﬁ:;””. O

6 Priority OT: Efficient Construction of O7T>

This section presents Priority OT, a fast t-out-of-n OT, which allows a receiver to obtain its ¢ preferred
messages in the order that it initially specifies.

6.1 An Overview

Priority OT primarily relies on random permutation, one-time pads, and a tool called a permutation map.
A permutation map is a vector indicating the new position of each element of a vector ¥ of n elements after
¥ is randomly permuted. In our protocol, the permutation map allows a receiver R to fetch ¢t messages from
sender S and T without disclosing the original indices of these ¢t messages to them. At a high level, Priority
OT operates as follows. Receiver R possesses a list p’ containing ¢ indices of n messages held by S.

The list ' is organized according to R’s priority. For instance, if p'= [4,0, 1], with ¢t = 3 and n = 5, then
p[0] holds the highest priority, while 5]2] holds the lowest priority. Initially, R sends n random values to S.
These values will be used by S to encrypt its outgoing messages. Additionally, R computes a permutation
map for a vector of n elements. R asks S to encrypt and then randomly permute the n plaintext messages
it holds, according to the permutation map. Consequently, S sends the result to T. Moreover, utilizing the
permutation map, R instructs T to (i) retrieve t elements from the messages sent by S, and (ii) transmit
each element to R in a specific order. Upon receiving each message from T, R decrypts it to obtain one of
its prioritized messages.

Informally, S does not learn anything, because R does not reveal to it, its preferred indices. T' does not
learn anything due to its lack of knowledge regarding (a) the original indices of the permuted messages and
(b) the secret values used for encrypting the messages. One might consider replacing the random permu-
tation with a pseudorandom permutation [46] to achieve the same goal. However, using a pseudorandom
permutation does not allow us to achieve unconditionally secure OT.

6.2 Detailed Description of Priority OT

1. R-side Setup: Setup(1*,p) — 7
This algorithm is run every time R wants to send a query.
(a) selects n random values (ro,...,7,_,) < {0,1}7. Let # = [r,,...,7,_,]. These elements will be used
as a one-time pad by S to encrypt each message that S holds.
(b) sends 7 to S.
(c) locally stores t of the random values: 750, - - ., "5 _1;-

2. R-side Query Generation: GenQuery(1*,p) — q := (¢s, qr)

(a) determines to which position, each index in a vector ¥ of size n is moved if ¥ is randomly permuted
once. To do that, it takes the following steps.

i. initiates a vector v, such that its i-th element is set to i:
Vi,0<i<mn—1: o]+«

ii. randomly permutes
7(0) — W

Vector & can be considered as a permutation map which determines the position of each element
U[i] after this element in ¢ is permuted.
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(b) finds the index of each element of its priority vector p’in . To do that, it initiates an empty vector
i of size t and then takes the following steps.

VJ7OSJSt_1 Flnd(u_j7ﬂ]])_>ym ?j[.]]<_ya

Recall that the original priority vector p’ contains the priority-based ordered indices of R’s t preferred
elements in [1,...,n], while ¢ determines the position of these indices in p after they are permuted
according to the permutation map w. Note that ¢ still maintains the order of R’s ¢ preferred indices.
For instance, %]0]-th element in & is the index of the highest priority message while [t — 1]-th element
in w is that of the lowest priority message.

(c) sets gs < W and gr + ¥. It sends g5 to S and ¢r to T.

. S-side Response Generation: GenRes(my, ..., M,_1,T,qs) — resSr

(a) encrypts each message using the elements of 7 and then appends the result to a vector Z initially
empty:
Vi,0<i<n-—1: ml+<m,@&r, Zi|+m
(b) permutes vector Z according the permutation map @ € gs. To do that, it initiates an empty vector &

of size n. It finds the position of each value i in the permuted vector , let y, denote that position.
It inserts i-th element from Z into y,-th position in Z. Specifically,

Vi,0<i<n—1: Find(w,i) = v, Zy:] « 2]i]

(c) sets resy < & and sends resy to T

. T-side Oblivious Filtering: OblFilter(res,, qr) — ress

(a) uses elements of § € ¢, (which are priority-ordered indices of R’s preferences) to retrieve R’s preferred
encrypted messages in the permuted vector ¥ € resy and append them to an empty vector .
Specifically, it takes the following steps.

V0<j<t-1: alj] @[]

(b) sends each element of @ in streaming fashion to R, based on their level of priority, starting from the
highest one. Specifically, for every j (where 0 < j <t —1), it sets resy ; to (@[j],5) and sends resp ;
to R.

. R-side Message Extraction: Retrieve(resy ;,7,p) — m,
This algorithm is invoked each time R receives an encrypted element from 7.

e retrieves the related message m, with priority j, by decrypting first element u of pair resy ; := (u, j)
as:

m,=udr,

where p = plj].

Theorem 2. Let For3_ be the functionality defined in Section 4. Then, Priority OT securely computes
Fors_, in the presence of semi-honest adversaries, regarding Definition 3.

Theorem 3. Priority OT satisfies download efficiency and order-respecting, with regard to Definitions 4
and 5 respectively.

We prove Theorems 2 and 3 in Sections 6.3 and 6.4 respectively.
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Priority

Priority R
(Mo, ...y Mp_1,0) — Viewg,,

Simg

1. Initiates an empty view Viewspi,':,‘é”my
coin 7% to the view.

2. Selects n random values (do, . .., dn_1) < {0,1}°. Let d contain these
random values.

3. Constructs a permutation map € as follows.

(a) Initiates a vector &, such that its i-th element is i:

and appends a uniformly random

Vi,0<i<n—1: ]+

(b) Randomly permutes & as: m(Z) — €.
4. Sets ¢5 to €.

7 Priority

5. Appeilds d and ¢ to Viewsing and outputs View
{rs,d,qs}-

Priority
Simg

Fig. 6: Simulator Sim.™°"** for sender S in Priority OT.

6.3 Priority OT’s Security Proof
In this section, we prove the security of Priority OT, i.e., Theorem 2.

Proof. We will analyze the security of the protocol when each party is compromised by an adversary.
Corrupt Sender S. The view of S during the real execution of the protocol includes: View[ o7 ((m07 cee
Mp_q)s € ﬁ) = {rs,7 qs}, where ry is the outcome of the internal random coin of S, used to generate its
random values, ¥ = [ro,...,r,_,] is a vector of random values sent to S by R, and ¢s = W is a query that R
sends to S. Given the real-model view of S, we construct an ideal-model simulator Sim[™**"*** which receives
My, ..., m,_, and the security parameter o from S and outputs a view which has an identical distribution
to the view of S in the real model. Figure 6 shows how Sim[™*°"** works.

We discuss the views of an adversary in the real and ideal models have identical distributions. Random
coin 7 in the real model and 7% in the ideal model have identical distributions as the one in the real model
has been selected uniformly at random by a semi-honest adversary while the one in the ideal model has been
chosen uniformly at random by Sim™*"**¥. The same argument holds for " in the real model and d in the
ideal model. The reason is that each element of 7 is picked uniformly at random by a R from a domain of
size o while each element of d is selected uniformly at random by Sim["**"*** from a domain of the same size.
Moreover, vectors W € gs (in the real model) and € € ¢% (in the ideal model) have identical distributions as
they both have been permuted randomly. Hence, View™ ™" = Viewg """,

Corrupt 7. The view of T during the real execution of Priority OT is: View, ot ((mo, cey M), e,ﬁ) =
{rr,qr,resr}, where rr is the outcome of the internal random coin of T, ¢ = ¥ is a query that R sends to
T, and res, = T is a response that S sends to T'.

Next, we construct an ideal-model simulator SimZ™°*¥ given the real-model view of T". SimZ"*°"** receives
n, t, and o. It outputs a view that has an identical distribution to the view of 7" in the real model. Figure 7
shows how Sim[™°"**¥ operates. We proceed to explain why the views of an adversary in the real and ideal
models are identical. In the real model, random coin r, and in the ideal model random coin r}. have identical
distributions. Because 7, has been honestly selected uniformly at random by a semi-honest adversary while
r;. has been chosen uniformly at random by Sim,. In the real model, ¥ € res; is a permuted vector of
elements, where each element is encrypted using a fresh one-time pad. Due to the security of one-time pads,
each element in 7 has an identical distribution to an element (of the same size) selected uniformly at random.
In the real model, the probability that an adversary can correctly guess the correct index of an element in
T is %, because the vector Z has been randomly permuted; therefore, the probability that an element ends

up in a specific position in the final permutation is %
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Priom:f,y( Priority
T Simp

Sim n,t,o) — View

1. Initiates an empty view Viewspi,':;”my and appends a uniformly random
coin . to the view.

2. Selects n values [by,...,b,_1], where each value is chosen uniformly
at random, i.e., b; < {0,1}". Let b contain these values.

3. Randomly permutes b as: 7(b) — €.

4. Selects uniformly at random ¢ indices of the elements in é. Let ¢
contain these indices.

5. Sets ¢ to ¢ and resy to €.

6. Appends ¢, and res; to View,
(e gl Tesh ).

Priority
Simp

Priority __

and outputs Viewg, =

Fig. 7: Simulator Sim7™°"*¥ for T" in Priority OT.

In the ideal model, € € res!. is a vector of random elements that have been randomly permuted. In
this case, the probability that a specific element ends up in a specific position is % Hence, # and € (and
accordingly resr and res’.) have identical distributions. In the real model, each element of vector i referees
to a position in a permuted vector & € resr, while in the ideal model, each element of vector ¢ is an index
picked uniformly at random from one of the elements’ indices in the permuted vector € € res’.. Both vectors
Z and € contain random elements and the probability that an element is moved to a specific location is %7
according to the above discussion. Hence, in the real model, from T’s view, the probability of receiving any
element in ¥ is the same as the probability of receiving any other index in #. In the ideal model, since each
element of ¢ has been picked uniformly at random, the probability of receiving any element in ¢ is the same
as the probability of receiving any other index in €. Therefore, ¢ and ¢ (and accordingly ¢, and ¢,.) have
identical distributions. We conclude that View; ™" = Viewg o™
Corrupt Receiver R. The view of R within the real execution of Priority OT includes: ViewL o7 ((mo, cee
mn,l),e,ﬁ) = {rn, P, {resn, bvio<ij<i—1;{Mi fvies}, Where 7y is the outcome of the internal random coin of
R, p'is the priority vector of R, {resn ;}vjo<;<i—1 is a vector of encrypted messages that S sends to R, and
{m, }vie; is the output of the protocol which includes the desirable messages that R is interested in.

. __Priority — . Priority
SlmR (n7p7 {ml}VlEﬁ7 U) — VlewsimR
1. Initiates an empty view Vlewﬁ;;:my and appends a uniformly random
coin 7 to the view.
= . $
2. Selects n random values b = [bo,...,b,_1], using ry, where b; <+

{0,1}°.
3. Encrypts each m; in {m; }v;e5 using an element of b as follows, V7,0 <
j<t—1:resk,; =m,®b,, where p=plj].
4. Appends p, {resh ;}vio<i<i—1, and {m; bvicy to Views, o

Priority

and re-
. ! — !/
turns Viewg, = {TR,p, {resk ;}vio<i<i—1, {m,,}v,,e,;?

Fig. 8: Simulator Simf™°"**¥ for receiver R in Priority OT.

We will construct an ideal-model simulator Sim["*°"*** using the real-model view of R. This simulator
receives n, the input P’ of R, the output {m,}y,c;, and the security parameter o. It outputs a view that has
an identical distribution to the view of R in the real model. Figure 8 demonstrates how Sim}"*°"**¥ works.
Now, we are ready to explain why the two views are identical. In the real model, random coin r; and in the
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ideal model random coin r, have identical distributions. Furthermore, in the real and ideal models, vector
P is identical, the same applies to the output set {m,}y,c;- Moreover, {resg;}v;o<j<i—1 in the real model
and {res’; . }v; o< <1 in the ideal model have identical distributions because the elements of both sets have
been encrypted using fresh one-time pads and they are decrypted to identical values. Based on the above

argument we conclude that View; ™ = Viewg »v. g

6.4 Proof of Theorem 3

Proof. Initially, we discuss why Priority OT satisfies the download efficiency property, w.r.t. Definition 4.
In this protocol, the size of each message that the receiver R obtains (in step 4b) can be arbitrary and is
upper-bounded by the security parameter o. The size of this message, depending on the security parameter,
can be set to 128-bit. This size is O(1) with respect to the total number of messages n held by the sender
S. Furthermore, in total, R obtains exactly ¢ messages, all of which are sent by T' (in step 4b). Hence, the
total complexity of messages obtained by R is O(t).

We proceed to argue that Priority OT meets the order-respecting property, w.r.t. Definition 5. In the
protocol, the original priority vector p contains the priority-based ordered indices of R’s t preferred elements
in [1,...,n]. The vector § that R constructs in step 2b using p, determines the position of these indices in p’
after they are permuted according to the permutation map . This vector ¥ still maintains the order of R’s
t preferred indices, in the sense that ¢[0]-th element in 0 is the index of the highest priority message, ¢[1]-th
element in @ is the index of the second highest priority message, up to y[t — 1] which is ¢[t — 1]-th element
in w, referring to the lowest priority message. In step 4a, T retrieves and appends to @ each encrypted value
from & one by one based on the order determined by . Thus, the order of elements in 4 is determined by
the order that p specifies. Since in step 4b T sends to R each element of # sequentially starting from 0-th
element, R receives its preferred messages sequentially according to the priority vector p' it initially defined.
Thus, Priority OT is order-respecting, w.r.t. Definition 5. |

7 Evaluation

We implemented Helix OT and Priority OT in C++ and evaluated their runtime and asymptotic overhead.
The source code for the implementation is publicly available, see references [1,2]. We analyze the runtime of
various phases of Helix OT and Priority OT across different parameters and schemes. Specifically, we:

— analyzed the runtime of Helix OT and Priority OT for different numbers of messages n held by the
sender, ranging from 2 to about 268 million. Table 1 provides a summary of the results.

— analyzed the runtime of Helix OT and Priority OT for different invocation frequencies, ranging from 1
to 100 million times. Table 2 outlines the results.

— analyzed the runtime of Priority OT for various values of ¢ (from 2 to about 16 million) and n (from 2
to 268 million). Table 3 shows the results.

— compared the runtime of Helix OT and Priority OT with the base OTs in [5,59,3] for the 1-out-of-2
setting. Table 4 outlines the results.

— compared the runtime of Helix OT and the most efficient 1-out-of-n OT in [49], for different numbers of
OT invocations (from 125,000 to 1,250,000), when n = 16. Table 5 outlines the outcomes.

— compared the runtime of Helix OT and the efficient OT in [49], for different values of n (from 8 to 128)
when the number of OT invocations is 50,000 and ¢ = 1. Table 6 shows the results.

— compared the runtime of Priority OT and the OT in [49], for different numbers of invocations (from
125,000 to 1,250,000) and values of ¢ (from 2 to 12) when n = 16. Table 7 shows the results.

— analyzed the communication, computation, and storage complexities of Helix OT and Priority OT. Table
8 depicts the results.

— compared the features of Helix OT and Priority OT with several state-of-the-art OTs. Table 9 summarizes
the results.
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7.1 Experimental Setup

We used a MacBook Pro with an Apple M3 Pro CPU and 36 GB of RAM for the experiment. No paralleliza-
tion or other optimizations were applied. The experiment was repeated an average of 20 times. All charts
in this paper are on a logarithmic scale. We utilized the GMP library [35] for big integer arithmetic. The
security parameter of all schemes studied in this section is 128 bits. Accordingly, in Helix OT and Priority
OT, we set the size of each message that the sender holds to 128 bits.

We obtained the code from [3] and ran it in our machine to estimate its runtime. For the runtime of
STD-OT in [5], STD-OT in [59], and RO-OT in [59], we derived the reported figures from [5], specifically
from Table 3, where the GMP library was employed. For the runtime of [49], we derived the figures from
[64]. All experiments for the above schemes, including ours, were conducted on laptops. We acknowledge
that variations in experimental environments (e.g., hardware and network delay) can influence the runtime.
Nevertheless, these factors typically impact the runtime by no more than a factor of 2 or 3. As we will show,
in certain cases, the performance improvements achieved by our schemes far exceed these variations.

7.2 Runtime of Helix OT and Priority OT

As Table 1 shows, when the number of messages increases from 2 to 2® = 268,435,456, Helix OT’s runtime
increases from 0.3 to 180,806 milliseconds (ms) or 3 minutes, while the runtime of Priority grows from 0.3 to
2,943,085 ms or 49 minutes. As Figure 9a shows, for small values of n (up to 2%), both protocols’ runtime is
similar. As n increases, the runtime of Priority OT grows faster than Helix OT. This is especially apparent
for n > 2'2. At the largest values of n (22%), Priority OT’s runtime is higher than that of Helix OT. Hence, as
the number of messages scales up, Helix OT becomes more efficient, demonstrating that it is more suitable
than Priority OT for the 1-out-of-n setting, i.e., when ¢ = 1.

According to Table 1, in both schemes, (a) Phase 5 (receiver-side message retrieval) imposes very low
computation costs across all values of n and (b) Phase 1 (the receiver-side setup) and Phase 2 (query
generation) impose low cost (at most 391 ms) when n is in the range [2, 2*°]. This attribute shows that these
protocols can be employed by resource-constrained devices without significantly depleting their battery when
n is within the above range.

Table 1: The runtime (in ms) of Helix OT and Priority OT for different n, across various phases, when ¢ = 1.

Protocol| Phase 9 gt 98 1\;1112m ber ;)fﬁmessag;;. " 924 928

1 0.299 0.3 0.301 | 0.496 | 3.073| 44.856 761.959 16343.5

~ 2 0.005 | 0.006 | 0.007 | 0.009 | 0.011 0.017 0.034 0.054
o 3 0.001 | 0.003| 0.005| 0.698 | 11.854| 230.745 4827.7 97006.5

% 4 0.001 | 0.002| 0.003 | 0.463 | 8.908 | 169.811 | 3411.47 67456.1

T 5 10.0003|0.0003 | 0.0004| 0.0004| 0.0005| 0.002 0.003 0.036
Total | 0.306 | 0.311| 0.316 | 1.666 | 23.846| 445.431 | 9001.166 | 180806.19

1 0.3 0.3 0.31 | 0.459 | 2.865 | 42.884 789.428 19475.6

8 2 0.002 | 0.007 | 0.085| 1.322 | 21.066| 349.881 | 8388.79 171850
B 3 0.002 | 0.011| 0.136 | 2.107 | 34.365| 812.245 | 21650.4 2751760

'g 4 0.0008| 0.0008| 0.0008| 0.0009| 0.001 0.004 0.006 0.027

E 5 0.0004| 0.0004| 0.0004| 0.0004| 0.0004| 0.001 0.002 0.086
Total | 0.305| 0.319 | 0.532| 3.889 | 58.297| 1205.015| 30828.626| 2943085.713

As Table 2 demonstrates, when the number of OT invocations increases from 1 to 100,000,000, the
total runtime of Helix OT increases from 0.3 to 282,454 ms (or 4 minutes) while the runtime of Priority
OT increases from 0.3 to 424,795 ms (or 7 minutes). As Figure 9b indicates, both protocols demonstrate
a gradual increase in runtime for smaller numbers of invocations (1 to 10%). In this case, both schemes’
runtime is almost identical. However, the growth accelerates as the number of invocations reaches 10* and
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Fig.9: Comparison of Helix OT and Priority OT runtime for different numbers of messages and invocations.

beyond. Priority OT shows a faster increase in runtime compared to Helix OT. According to Table 2, in
both schemes, the receiver-related phases (Phases 1, 2, and 5) impose low cost (at most about 12 ms), when
the number of invocations is between 1 and 10,000.

Table 2: The runtime (in ms) of Helix OT and Priority OT for different numbers of invocations, when ¢ =1
and n = 2.

Protocol| Phasel 10 | 102 10‘”*1\mmbleg40f mvloocf’atlons 10° 107 10°
1 | 0299 0.303 ] 0.347| 0.585 | 2.97 | 26.688 | 279.483 | 2871.42 | 30000
= 2 | 0.005| 0.013 | 0.101] 0.80457| 8.04 | 80.1101| 804.913 | 8275.36 | 89317.2
o 3 | 0.001] 0.0110.098 1.123 | 8.34 | 112.96| 842.173 | 12036.8 | 96365.1
A 4 | 0.001| 0.007|0.056| 0.705 | 4.13 | 70.989| 411.538 | 7583.49 | 50769.8
= 5 |0.0003] 0.0013| 0.009| 0.081 | 0.858 | 8.315 | 83.383 | 999.895 | 16002.5
Total | 0.306 | 0.335 | 0.611| 3.29857| 24.338| 299.062| 2421.49 | 31766.965| 282454.6
1 0.3 | 0.302]0.328] 0.567 | 2.96 | 26.714 | 281.152 | 2805.7 | 32327.6
& 2 | 0.002] 0.008]0.073] 0.667 | 7.01 | 66.784| 723.319| 10394.3 | 121818
= 3 | 0.002] 0.018]0.175| 1.661 |17.232| 168.108| 1787.01| 17280.7 | 231383
= 4 [0.0008] 0.003|0.024] 0221 | 2.277| 22.444| 235.671| 2293.88 | 28963.8
5 5 |0.0004| 0.001|0.007| 0.057 | 0.587| 5791 | 59.161 | 616.539 | 10302.9
Total | 0.305| 0.332|0.607| 3.173 | 30.066] 289.841| 3086.313| 33391.119 | 424795.3

According to Table 3, Priority OT scales well even for large values of n and t. For instance, when
n = 2°* = 16,777,216 and t = 2*° = 1,048,576, it will take about 31,905 ms to complete. For significantly
larger parameters, the runtime may increase substantially, requiring more powerful devices to handle the
increased computation. For instance, when n = 2%® and t = 2**, it will take about 52 minutes to terminate.

7.3 Runtime Comparison

In this section, we compare the runtime of Helix OT and Priority OT with the current state-of-the-art
OT protocols. Helix OT and Priority OT operate within a three-party setting, whereas existing protocols
function in a two-party environment. Our intention is not to diminish the merits of established OTs but
rather to highlight the potential improvements that our schemes can offer. As Table 4 indicates, for the
1-out-of-2 setting and 128 invocations of each protocol, Helix OT and Priority OT have runtimes of 0.62 ms
and 0.7 ms respectively indicating that they are much faster than the base OTs proposed in [5,59]. For Helix
OT, the enhancement rates compared to STD-OTs are very high (1,962 and 2,711 times faster), indicating
substantial efficiency gains. However, it has a moderate improvement over RO-OT (464 times faster).
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Table 3: Priority OT’s runtime (in ms) for different values of n and ¢.

Number of messages: n
Protocol| t gt o 12 16 920 921 928
2 | 0.3257| 0.5747| 4.2262| 64.2984| 1270.43 | 30892.3| 2961580
S 24 = 0.5777| 4.2354| 65.131 [ 1280.34| 30902 | 2966150
= 28 = = 4.2925| 65.5668| 1309.79| 30919.6| 3139240
'g 2" = = = 66.157 | 1328.63| 30938.1| 3141950
S:‘ 216 = = = = 1356.14| 30964.7| 3142570
220 = = = = 31905.5| 3143390
2% = = = = = = 3149780

Table 4: Comparing the runtime (in ms) of Helix OT and Priority OT with the following “base” OTs:
standard OT (STD-OT) in [5], STD-OT in [59], random oracle OT (RO-OT) in [59], and Supersonic OT
in [3] for 1-out-of-2 setting. The runtime is based on 128 invocations of each scheme. The text in blue shows
the improvement rate attained by our schemes, while the text in red shows the overhead rate of our schemes.

. . Rate
Protocol Runtime (in ms) Telix OT|Priority OT
STD-OT in [5] 1217 1962.9 1738.5
STD-OT in [59] 1681 2711.2 2401.4
RO-OT in [59] 288 464.5 4114
Supersonic OT in [3] 0.36 0.58 0.51
Helix OT 0.62 1 0.88
Priority OT 0.7 1.12 1

Priority OT follows a similar trend but with slightly lower enhancement rates (1,738 and 2,401 for STD-
OTs and 411 for RO-OT). When compared to Supersonic OT [3], both Helix OT and Priority OT have
overhead rates (0.58 and 0.51), suggesting that they are slower than 1-out-of-2 Supersonic OT but still quite
efficient. As Figure 11 (in Appendix A) demonstrates, STD-OT in [59] has the highest runtime whereas
Supersonic OT [3] has the lowest. As discussed in Section 3.1, the 1-out-of-n OT proposed in [49] is the most
efficient 1-out-of-n OT secure against semi-honest adversaries. On the other hand, as Tables 1 and 2 show,
Helix OT is faster than Priority OT, when ¢ = 1. Thus, we compared Helix OT with the efficient OT in
[49] in Table 5. For all invocation counts, Helix OT demonstrates a lower runtime than the OT from [49].
Overall, Helix OT offers a factor of 2.1 improvement over the OT proposed in [49].

Table 5: Comparing the runtime (in ms) of Helix OT and the most efficient 1-out-of-16 OT in [49], for
different numbers of invocations. For the OT in [49] the message size is only 4 bits. The text in blue shows
the average improvement rate achieved by our scheme.

Number of invocations Average
Protocol ;
1.25 x 10°| 2.5 x 10°| 5 x 10°| 1.25 x 10°| Rate
OT in [49] 2160 4230 8500 21680 2.1
Helix OT 982.45 1962.83 | 3945.84| 10113.07 1

We also compared the runtime of Helix OT and the OT in [49], for different values of n when ¢t = 1. As
Table 6 illustrates, Helix OT has a lower runtime, about half the time of the OT in [49] for most values of
n. However, when n = 27, the runtime of Helix OT is about 1.3 times longer than that of the OT in [49].
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Thus, on average Helix OT offers about a factor of 2 improvement over the OT in [49]. Note that the OT in
[49] operates efficiently on a much smaller message size than Helix OT, such as 7 bits compared to 128 bits.
We aimed to compare the runtime of our (t-out-of-n) Priority OT with the state-of-the-art t-out-of-n OT.
However, to the best of our knowledge, there is no efficient (implementation of) t-out-of-n OT. It is known
that a t-out-of-n OT can be derived by sequentially executing any 1-out-of-n OT ¢ times. Thus, we apply this
approach to the most efficient 1-out-of-n OT proposed in [49] to estimate the performance of state-of-the-art
efficient t-out-of-n and compare it with our Priority OT.

Table 7 presents the comparison results. As the table depicts, Priority OT shows lower runtime across all
configurations. For smaller values of ¢ (e.g., t = 2), the improvement rate is 1.8, indicating that Priority OT
is about 1.8 times faster. As t increases, the improvement rate becomes more significant, reaching a peak
of 10 times faster for ¢ = 12. This improvement across all values of ¢ shows that Priority OT outperforms
the OT in [49], especially as ¢ increases. As Figure 10 shows, both schemes’ runtime linearly grows as the
number of invocations increases.

Table 6: Comparing the runtime (in ms) of Helix OT and the efficient OT in [49], for different values of n,
when the number of invocations is 5 x 10*. For the OT in [49] the message size is at most 7 bits, i.e., log,(n)
bits. The text in blue shows the average improvement rate attained by our scheme.

Number of messages: n Average
Protocol
2° 2* 2° 2° 27 Rate
OTin [49] | 700 | 960 | 1220 | 1330 1500 2
Helix OT | 299.48| 415.8| 690.92| 1119.26| 2033.84 1

Table 7: Comparing the runtime (in ms) of Priority OT and the OT proposed in [49], for different values of
t and various numbers of OT invocations, when n = 16. For the OT in [49] the message size is only 4 bits.
The text in blue shows the highest average improvement rate attained by our scheme.

Number of invocations Average
Protocol| ¢

1.25 x 10°| 2.5 x 10°| 5 x 10°| 1.25 x 10°| Rate

2 4320 8460 17000 43360 1.8

= 4 8640 16920 34000 86720 3.6
% 6 12960 25380 51000 130080 5.2

; 8 17280 33840 68000 173440 6.9

© 10| 21600 42300 85000 216800 8.5

12| 25920 50760 | 102000| 260160 10
2| 2228.56 | 4529.27 | 9290.04| 23495.6
4] 2346.3 4713.24 | 9554.61| 23963.7
6| 2400.08 | 4897.03 | 9823.35| 24541.6
2408.6 4985.46 | 9934.83| 24569
10| 2448.86 | 4993.86 | 9999.01| 25249.2
12| 2478.03 | 5136.36 | 10323.4| 26076.2

Priority OT
[ I I I S
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Fig. 10: Runtime comparison of OT in [49] and Priority OT for different values of ¢.

7.4 Complexity Analysis

In this section, we mainly analyze the asymptotic cost of our schemes. Table 8 summarizes the result of the
evaluation.

Table 8: Asymptotic costs, along with the concrete storage and download costs, for Helix OT and Priority
OT. Here, n represents the number of messages held by S, t denotes the number of indices R interested, and
o is the security parameter. The text in blue highlights the low concrete storage and download costs for R.

Protocol | Party Communication| Computation Storage R-Side Download
Complexity | Complexity | Complexity| Concrete | Complexity|Concrete

R O(n) O(n) 0(1) 3.0 o(1) o
Helix OT S O(n) O(n) O(n) o-(3-n—1) = =
T o(1) O(n) O(n) o-(2-n—1) = =

R O(n) O(n) O(n) ~3-0-t O(t) o-t
Priority OT| S O(n) O(n) O(n) 3-0-n = =
T O(t) O(t) O(n) o-n = =

Communication Complexity. We will initially focus on Helix OT. A receiver R sends n messages to the
sender S (in step 1b) and transmits two strings (in step 2d), where the size of each string is log,(n). Thus,
its communication complexity is O(n). In total, R downloads and receives a single message of size 128-bit,
which happens in step 4b. Sender S’s complexity is O(n), as it sends n encrypted messages to T in step 3d.
The complexity of T is O(1) as it sends a message to R, in step 4b. Note that the size of each message in
this scheme is short, e.g., o = 128 bits. Next, we analyze the communication cost of Priority OT. A receiver
R sends n messages to the sender S (in step 1b). It also sends n messages to S and ¢ messages to T in step
2c. So, the communication complexity of R is O(n). R downloads only ¢ messages from T', which occurs in
step 4b. R obtains these t messages sequentially, one by one, based on their priority level. The complexity
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of S is O(n) as it sends n messages to T, in step 3c. The complexity of T is O(t) as it (sequentially) sends ¢
messages to R in step 4b.

Communication Cost Comparison. The efficient 1-out-of-n OT extensions (including the one proposed
in [49]) have a communication complexity of O(n). However, in all these schemes, a receiver’s download
complexity is at least O(n). By sequentially invoking any of these efficient 1-out-of-n OT extensions ¢ times,
the receiver can obtain the desired messages in its preferred order. However, for each invocation, the receiver
must download all n messages.

If one opts to use existing t-out-of-n OT, such as those proposed in [44,75,57], the messages will not
be received in order. In this case, the receiver would need to wait until all n messages are downloaded (in
the worst-case scenario), decrypt them, and then arrange the plaintext messages based on their priority. As
discussed in Section 3.3, there exists OTs (e.g., those in [17,37,82,23]) that support constant response size;
however, (i) they require the receiver to locally store the encryption of the entire database, and (ii) they
are not based on OT extensions; hence, they are not efficient. In contrast, our Priority OT ensures that the
receiver obtains messages according to its preferences, receiving only one message at a time.

Storage Complexity. In Helix OT, R’s required storage size is O(1) for the following reasons. R generates
and sends n random messages to S (in step 1b) where each message is of size o; however, they can be sent
to S in a streaming fashion when each is generated. R stores a single key of size ¢ in step lc. R receives only
a single message, of size o, from T (in step 4b). In Helix OT, the storage cost of S is O(n) as it maintains
n messages of size o; it also encrypts and permutes the n messages using TBCS requiring an additional
o-(2-n—1) space. The storage cost of T is also O(n) as it permeates n messages using TBCS that imposes
o+ (2-n—1) storage overhead. In Priority OT, the required storage complexity for R is O(n).

In practice, the storage needed by R can be significantly closer to linear with ¢ due to the following
considerations. While R generates and sends n random messages of size o to S (in step 1b), these messages
can be transmitted in a streaming manner as they are generated. R generates a permutation map on n
values; however, the size of these values is very small, as they are simply integers within the range [1,n].
Their bit size is independent of o. Furthermore, R stores t keys in step 1lc, where each key is of size o. Also,
R downloads ¢ messages of size o from T (in step 4b).

The storage complexity of S is O(n) because it maintains n messages of size o; it also encrypts and then
permutes the encrypted values using the permutation map that imposes 2 - o - n added storage overhead.
The cost of T'is O(n) as it receives n messages from S, where the size of each message is 0. According to the
above discussion, the concrete size of the storage needed for a receiver R to: (a) execute Helix OT is ¢- o and
(b) run Priority OT is approximately ¢- o -t, for constant values ¢ and ¢. In contrast, the state-of-the-art OTs
either require R to download n encrypted messages (e.g., in [44,75,57,49]) or initially store the encrypted
messages e.g., in [17,37,82,23], requiring O(n) storage size where the size of each message is at least o.

Devices with constrained storage capacity often restrict large downloads to conserve space. Our protocols
are well-suited for these situations, as they significantly reduce storage requirements and download demands
for the receiver.

Computation Complexity. Initially, we will evaluate the parties’ computation complexity in Helix OT.
The cost of R in Phase 1 is negligible, as it needs to only select n random values. In step 2b, it invokes
e = log,(n) instances of secret sharing. In step 5a, it only decrypts a single message. Thus, R’s computation
complexity is O(n). The cost of S is also O(n) because in step 3a encrypts n messages using one-time pads
and in step 3c permutes n messages using TBCS. Similarly, T’s cost is O(n) as it permutes n messages using
TBCS, in step 4a. We proceed to analyze the parties’ computation complexity in Priority OT. The cost of R
is O(n) because in steps 2a and 2b it generates a permutation map containing n elements using a random
permutation, and in Phase 5 it decrypts ¢ messages using one-time pads. Also, S’s computation complexity
is O(n) as it encrypts n messages in step 3a and permutes a vector of n messages in step 3b. T’s cost is O(t),
as it needs to find ¢ elements in step 4a.
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7.5 Features Comparison

Table 9 compares the features of Helix OT and Priority OT with several state-of-the-art OTs. There are un-
conditionally or post-quantum secure OTs, such as the schemes proposed in [58,14,26,27,43,69,13,65,50,31,8].
However, they either rely on exotic assumptions or are not unconditionally secure. Specifically, the uncondi-
tionally secure OTs proposed in [58,14] use multiple servers that maintain an identical copy of the database.
Other unconditionally secure OTs like the one proposed in [26,27,43] use noisy channels.

Table 9: Feature Comparison of OTs.

Unconditional |Post-quantum| Constant |No database|No noisy| No trusted
Protocol . . . . ... . |Type
security security size response| replications | channel |initialization
STD-OT [5] X X X v v v 1-2
STD-OT [59] X X X v v v 1-2
RO-OT [59] X X X v v v 1-2
[49] X X X v v v 1-n
[58] v v v X v v 1-2
[14] v v v X v v 1-n
[26] v v X v X v 1-2
[27] v v X v X v 1-2
[43] v v X v X v 1-2
[69] v v v v v X 1-2
[13] X v X v v v 1-n
[65] X v X v v v 1-2
[50] X v X v v v 1-2
[31] X v X v v v 1-2
8] X v X v v v 1-2
(3] v v v v v v 1-2
Helix OT v v v v v v 1-n
Priority OT v v v v v v t-n

Furthermore, the OT in [69] achieves unconditionally secure OT by using a fully trusted initializer. There
have been efforts to develop post-quantum secure OTs, like the schemes proposed in [13,65,50,31,8], but they
still rely on various computational assumptions, hence are not unconditionally secure. In contrast, Helix OT
and Priority are unconditionally secure.

8 Conclusion and Future Work

The growing prevalence of low-power devices such as IoT sensors, mobile devices, and edge computing nodes
has been transforming the landscape of modern computation. Unlike traditional settings, where cryptographic
protocols were designed for resource-rich systems, today’s secure multi-party computation and privacy-
preserving machine learning increasingly rely on participants who are resource-constrained. This marks a
significant shift in the computational paradigm, demanding the development of core cryptographic primitives,
such as Oblivious Transfer (OT), that are not only secure but also optimized for performance on resource-
constrained devices.

In this paper, we aimed to help address this challenge with two key contributions: (1) Helix OT: A
highly efficient 1-out-of-n OT scheme that achieves constant-time download complexity, ensuring minimal
bandwidth and computational burden for resource-constrained receivers and (2) Priority OT: A novel t-out-
of-n OT scheme that introduces priority-based transfer, allowing receivers to fetch the most critical data first.
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This approach reduces the overhead of storage, processing, and communication by aligning data transmission
with predefined preferences. Both schemes achieve unconditional security, ensuring resilience against quantum
adversaries. By leveraging techniques such as XOR-based secret sharing, permutation map, and a novel tree-
based controlled swap, our protocols achieve efficiency and scalability. Extensive performance evaluations
demonstrate the scalability and practicality of Helix OT and Priority OT for large-scale applications.

There are several avenues for future research. First, extending these protocols to operate efficiently in
the malicious adversarial model will enhance their applicability in more hostile settings. Second, optimizing
the protocols further to reduce communication overhead and computational latency for extremely large-scale
applications remains an important direction. Another appealing direction is to explore new applications of
the Tree-Based Controlled Swap (TBCS) for other privacy-preserving protocols such as Private Information
Retrieval or Private Set Intersection.
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A Runtime Comparison of Base OT's

As Figure 11 shows, both STD-OT schemes’ implementations (blue and orange bars) have the highest
runtime, around 10° ms, with slight differences between them. The RO-OT implementation (green bar) also
has a high runtime of 2.46 ms but is slightly faster than the STD-OT schemes. Supersonic OT (red bar) is
much faster than the other protocols. Both Helix OT (black bar) and Priority OT (light blue bar) show very
low runtime. They are much more efficient than the other protocols except for Supersonic OT. Note that
the negative values in the figure are a result of the logarithmic scale used in the chart.
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Fig.11: Runtime comparison of Helix OT, Priority OT, STD-OT in [5], STD-OT [59], RO-OT [59], and
Supersonic OT [3], shown on a logarithmic scale.
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